
Summary 

This paper has proposed a general analysis of the corpus of traditional Romanian music 

Romanian Folk Song Database. The corpus contains 13,223 songs of different genres transcribed 

in a simplified manner and saved in midi format. Our focus has been on two operations of central 

importance in any ethnomusicological approach - comparison and classification. These two are 

linked by their own logical coherence, where any classification approach involves a prior 

comparison. Our goal was to get a description of the genres and repertoires contained in the 

corpus by means of statistical analyzes that can be applied to different musical parameters (pitch 

heights, durations, intervals, melodic outline, ambitus, complexity) or through some 

classification techniques borrowed from the machine learning domain. Through such analyzes 

we have tried to clarify how distinct or close the genres of Romanian folklore or regional 

repertoires are, and what are the elements that draw them closer or further away. 

The first three chapters of the paper are devoted to general theoretical problems, for the 

next three chapters to be dedicated to experiments and analysis of comparison and classification. 

Thus, chapter I attempts to position the corpus as an instrument of knowledge among other 

similar instruments - the dictionary, the encyclopedia or the archive. Viewed from the angle of 

the first two, the ethnomusicological electronic corpus is a rather ambivalent entity with features 

that allow it to approach both initiatives and make it impossible for a final classification under 

the realm of one of the two. As a cognitive act or, better, as an embodiment of a cognitive 

process, the song, an object with its own characteristics, transmits its own meanings to the 

observer, a route through which the song acquires the necessary consistency (but not the 

sufficient consistency, as in the case of language) of a dictionary-type of a definition. As a 

cultural act, however, the song is certainly one of the most important artifacts, and its presence 

or, generally, music’s presence, is indispensable in any encyclopedia. The specific way the 

encyclopedia is organized and its dimensions allow us to bring it together with the 

ethnomusicological corpus. The structure of the latter may also seem as loose, never definitive, 

but in permanent reconfiguration according to the angle we look from. Various ordering criteria 

such as genre, function, geographic location, number of syllables, date of collection, rhythmic 

patterns or tonal/modal structures can provide as many perspectives through which the material 

included in the corpus, otherwise mute and inexpensive, can be molded in different forms, 

gaining new contours and reflections. Unlike the archive, which has the primary objective of 

preserving documents, the corpus can not be used for this purpose; instead, it can be a more 

flexible and easier to use tool than the ethnomusicological archive. The corpus makes it possible 

to research a quantity of data comparable to that of the archive, but which the latter can not 

manipulate with the same ease. 

Chapter II attempts to establish a general theoretical framework for what comparison 

means, an indispensable working method in different fields and sciences. For ethnomusicology, 

comparison is one of the main investigative tools, the very initial name of this discipline being 

that of comparative musicology. The contribution of this method has been theorized since the 

late 19th century by important figures such as Guido Adler and Eric von Hornbostel, and remains 



an important subject of debate until today by authors such as Bruno Nettl. Also in this chapter we 

gave a series of research examples in which the comparison method is applied. To Romanian 

authors such as Ileana Szenik, Emilia Comisel, or Ilarion Cocişiu, the example studies use this 

tool either to group a variety of songs or to find similarities and differences between repertoires 

of different countries without its use to be explicitly mentioned. Comparison can also be done 

using corpora and automatic processing. In this regard, we mentioned a series of researches that 

use traditional music corpora from which are extracted different kinds of information such as 

melodic contour, pitch variability or sequence of notes, durations and intervals, information that 

can be used to distinguish between various Eurasian repertoires, Oriental, or European.  

Chapter III addresses the problems of classification in order to draw a conceptual 

framework. Present in the most diverse aspects of psychic life, comparison is a tool most 

commonly used by man unconsciously. As a scientific method, it has a long history starting from 

the philosophers of the Greek antiquity to the debates of modern biology, which had the main 

purpose of establishing a classification of nature corresponding to natural divisions that exist 

between its categories. For ethnomusicology, the classification overlaps most of the time with 

the establishment of typologies, which involves grouping variants around a melodic pattern. In 

Romanian ethnomusicology, classification was an important issue whenever there was a need to 

systematize a particular repertoire. We have set as examples the solutions proposed by Béla 

Bartók and Ileana Szenik to demonstrate the existence of several principles by which 

classification can be achieved. A different approach to this problem is automatic, computer-

assisted. In this case, modern computing tools can be used to group variants as well as to 

differentiate between different musical genres.  

The following three chapters present the results of the automatic comparison and 

classification of specimens from the Romanian Folk Song Database. Thus, chapter IV is 

dedicated to the comparison and includes a statistical analysis of several musical parameters – 

pitch heights, durations, intervals, melodic contour, complexity entropy and ambitus. All of these 

analyzes are performed on different sections of the corpus, set up in order to reunite songs by 

gender or geographical affiliation. But before we have detailed the results, we wanted to present 

the cognitive relevance of such statistical analyzes, so we explained some properties that pitch 

heights, durations, intervals, melodic contours, or entropy have on musical perception. Our 

intention was to show that, beyond a simple frequency statistic that may seem to reduce a rich 

musical discourse to a simple and cold numbers join-up, the results obtained may be helpful in 

understanding complex phenomena that occur at the level of the human psycho-neuronal 

apparatus. The statistical analysis of the pitch heights allowed us to draw conclusions about the 

processes of perception that take place during the listening/interpretation of traditional Romanian 

music. Pitch class distributions present a hierarchy of three-level tonal stability. In the case of the 

geographic analysis of our material (county or region), this hierarchy has, at the first level the I, 

II and V scale degrees, at the second level the III, IV and VI scale degrees, and on the third level, 

the IIIb, VII and VII # scale degrees. When the criterion of analysis is genre membership, or the 

overlapping of genre and regional membership, this tonal hierarchy undergoes some changes. 



Thus, genre analysis has shown that genres with a broader melodic deployment (carols, songs, 

conscription songs, dancing songs) have two or three scale degrees in the highest hierarchical 

level, but as the songs with a more limited sound material come to characterize certain genres 

(the funeral or the ones played by or for children), the upper level of the hierarchy is occupied by 

just a single scale degree. 

The most frequent transitions between two consecutive pitches are those that comprise 

the scale degrees on the upper levels of the tonal stability hierarchy: I, II, V, III, IV and VI. In 

terms of intervals, the most frequent are the major second, minor the third and the perfect fourth. 

For some researchers, these intervals play the role of generative cells or primary intervals around 

which other sounds then coagulate. Regarding the direction of the use of the intervals, we can 

say that generally the small intervals (seconds, thirds) are used in descending order, while the 

medium and large intervals (fourths, fifths, sixths, sevenths and octaves) are used predominantly 

in ascendant motion. This confirms the previous assertions of the ethnomusicologists regarding 

the general tendency of the vocal repertoire to conquer the upper area of the ambitus through 

leaps and then descending with smaller intervals. For all types of transitions analyzed (between 

two successive pitches, durations and intervals), the diversity of results has led to the possibility 

of delineating between genres or regions with a higher variety of transitions (transitions 

involving higher number of pitches, durations or intervals, and with more significant 

proportions) and genres or regions of lower diversity. 

Chapter V focuses on the automatic classification of four genres in our corpus, the carols, 

the funeral song (bocet), the lyrical song and children's folklore. In this respect, we have used a 

range of techniques from the field of machine learning, techniques that can be divided into two 

main categories: unsupervised and supervised classification. The unsupervised classification was 

performed with two different techniques, agglomerative hierarchical clustering and self-

organizing maps. Using the following two criteria, hierarchical clustering had only a relative 

efficiency in the classification of the corpus: the tonal/modal structures underlying the melodies, 

best seen in children's folklore and the complexity of the copies (ambitus, number of notes, 

complexity, entropy, density). These two criteria do not allow, at least with hierarchical 

clustering, a classification of the corpus in several distinct genres. Separating songs based on 

complexity is mainly due to the differences in the number of notes from which each song is 

composed. The clusters in which the songs of lower complexity have been grouped are for the 

most part made up of a lower number of notes (songs with two melodic lines). As a general 

picture, the results of hierarchical clustering can be imagined as a two-dimensional space in 

which specimens of the four genres included in the analysis establish contact points with each 

other. These contact points stretch on consistent surfaces, leaving the impression of continuity, 

multifaceted communication between songs, regardless of the genre they belong to. From time to 

time, this continuity is interrupted by the cluttering of distinct groups formed on the basis of 

belonging to a particular modal pattern or to a certain level of complexity. 

Self-organizing maps as an unsupervised classification method are not very useful in 

classifying genres when songs are represented by the probability distribution of pitch classes, 



intervals, or durations. There is, in this case, a high level of similarity of input data that either 

leads to an indiscernible approach between neurons or creates distances and approaches that do 

not form distinct and coherent groups. The similarity of input data is proven by all maps showing 

proximity between neurons. Self-organizing maps proved to be somewhat effective when the 

songs were represented by the melodic contour or by the sequence of the pitches. Regarding the 

results obtained when we considered the pitches, self-organizing maps managed to distinguish 

between genres only when we selected two different genres, the children's folklore and the 

lyrical songs. Even so, the distinction was not very clear. 

Supervised classification was achieved using machine learning algorithms that were 

applied to the same four-genre corpus. Since these experiments were performed on a relatively 

homogeneous corpus, the accuracy of the classifications (over 80% in the best cases) is quite 

high. The number of available genres can affect the accuracy of the process, as we could see 

when the accuracy increased significantly from the classification of two genres (carols and 

lyrical song, 75.3%) to the classification of three genres (plus children's folklore, 84, 5%). 

Although we have achieved relatively high rates, the classification performance varies from one 

genre to another: even if the lyrical songs often have a higher accuracy than the rest of the 

genres, this is also accompanied by a larger percentage of the wrongly classified specimens, 

unlike the children's folklore where, for similar accuracy, the number of mistakes is significantly 

lower.  

Chapter VI was a continuation of the supervised classification experiments, only that this 

time the songs were displayed by numerical strings representing their different melodic, 

intervallic or rhythmic characteristics. Extracting these features has made it possible to obtain an 

accuracy of 85% classification with the Naïve Bayes algorithm. Given that there are overlapping 

areas between genres (especially between carols and songs or carols and children's folklore), we 

find it unlikely that a classification would achieve a significantly higher score than this 

percentage. We believe that from this point on we are dealing with an intrinsic limit of data, with 

some areas where genres overlap and can no longer be delimited regardless of the method of 

representing the songs. In addition to extracting features, the most important aspect of this 

chapter was the selection of a subset of features with which classification can achieve greater 

accuracy. These subsets varied according to the algorithm chosen and the feature selection 

method. The improvement of classification following feature selection ranged from 1 or 2 

percent for ensembles, up to 8 percent for the k-NN algorithm or 9 percent for Random Tree. In 

addition to increased efficiency, this operation has given us the opportunity to see what are the 

characteristics considered to be more important by each algorithm. Although the subsets 

resulting from the selection had, in most cases, a slightly different composition, we could see that 

the most selected features were those related to the pitches, followed by the rhythm and interval 

features. This kind of detail has allowed us some references to the musical perception process 

and the musical parameters that have a greater impact on it. At the same time, we could discuss 

the role of these features in the formation of perceptual categories representing musical genres. 



All the efforts made in this research lead to the definition of musical theory suggested by 

Fred Lerdahl and Ray Jackendoff more than three decades ago: this theory should be "a formal 

description of the intuitions of an experienced listener in a certain musical idiom." Such an 

approach goes to subsume ethnomusicology to cognitive psychology, re-enacting the link that 

existed at the beginning of the 20th century between ethnomusicology and psychology in the 

form of comparative musicology. Bringing together cognitive sciences and ethnomusicology is 

all the more justified since the latter aims to study musical productions springing up in the 

absence of any prior theorization, without technical (or technological) justification, thus a 

"natural" music for which the only clues on its development and propagation can be provided by 

an analysis of the perception processes determined by such a type of creation. Such an analysis is 

important if we consider that the perceptual processes involved here are not specific to the 

Romanian folklore but are most likely used in the processing and organization of all sound 

sequences. 




